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Weighing the cost of illiquidity
Illiquidity is a common feature of alternative investments, but the diversity of
hedge fund investments – including OTC derivatives – present special
challenges. Hilary Till of Premia Capital Management reviews developments in
quantitative techniques for evaluating the effect on performance
ver the past couple of years, there
has been much progress in coming up with new risk assessment
techniques to evaluate those hedge fund
strategies that have highly asymmetric
outcomes. This article discusses progress
in another area: how the illiquid nature
of alternative investments, particularly including hedge funds, can be considered
as part of that evaluation process. Specifically, what are the benefits and costs of
illiquidity and what are the proposed
quantitative adjustments that enable one
to compare illiquid investments on a level
playing field with liquid investments?
There is nothing inherently bad about
an illiquid investment. In fact, David
Swensen of Yale University’s endowment fund, has noted that: “American investors, particularly those with long time
horizons, pay far too much for liquidity”
(Economist, 2000). Swensen advocates
investments where an institution gets
paid for illiquidity. One then uses diversification for risk control rather than paying for liquidity.
One seemingly positive feature of a liquid investment is the ability to receive continuous pricing on that investment. But is
that really a positive? Taleb (2001) provides
an example that makes one reconsider that
benefit. He notes that a 15% return with
10% volatility a year provides a 93% probability of making money in any given year.
But this also translates into a 50% chance
of making money in any given second.
The significance of losing money for
about half the time that one makes money
over the very short term is that the joy of
making money is not equivalent to the
larger degree of pain one feels in losing
money. If an investor is watching their investments tick-by-tick in an eight-hour
day, Taleb points out that he or she will
have 241 pleasurable minutes versus 239
unpleasurable minutes in this example. If
the trader feels the negative effect, say,
2.5 times more than the magnitude of the
positive one, then that trader could easily become emotionally burned out. This
would adversely affect the trader’s ability to stay with a good investment.
This example shows one potential disadvantage of a deeply liquid investment
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if an investor is unable to stand back from
its daily movements.
Cochrane (1999) notes that stock and
bond returns have a substantial predictable component over long time horizons. He provides an example of an
equity-forecasting model in which
month-to-month returns are quite unpredictable. But at a five-year time horizon,
the returns seem very predictable. Table
A shows the “results at different horizons
[which] are reflections of a single underlying phenomenon”.
Cochrane notes that “if daily returns
are very slightly predictable by a slowmoving variable, that predictability adds
over long horizons”.
Given Taleb’s observations, one might
wonder how many investors could take
advantage of such return predictability if
one needs a five-year time horizon to benefit from it. Perhaps it would be easier to
do so if the investment were illiquid.
Asness, Liew & Krail (2001) say some
hedge fund managers may take advantage
of the illiquid nature of their investments
to smooth their reported returns: “One
anonymous hedge fund investor told us
an anecdote about a manager selling this
as a positive feature, since if he smooths
his returns (lowering his perceived volatil-

ity and market exposure), the hedge fund
investor will also get to report smoothed
returns to his constituents.”
Asness, Liew & Krail note that while it
is plausible that this return smoothing
could lead to better long-term investor behaviour, they would instead advocate investor education over obfuscation.
In evaluating illiquid alternative investments, an investor should understand that
one loses the ability to rebalance a portfolio should other investment opportunities arise. Terhaar, Staub & Singer (2003)
also point out that when one establishes a
policy portfolio, which includes allocations
to illiquid investments, the actual weightings can deviate from the policy’s weightings because of liquidity constraints in
entering and leaving investments.
When an investor chooses to invest in
illiquid investments such as venture capital, real estate and hedge funds, they need
to ensure that the range of allocations that
may occur over time is acceptable. As an
example, Terhaar, Staub & Singer simulate
the 10-year investment experience of allocating to both traditional and alternative
investments where the policy mix is 80%
in diversified, global securities and 20% in
alternative investments. A further breakdown among alternative investments is
shown in figure 1.
Terhaar, Staub & Singer provide a
summary of the results of simulating
1,000 10-year investment experiences,
which include allocations to alternative
investments: “While the target policy risk
is 10.1%, the expected or forecast risk is
above 11.5% in 5% of the periods. This
increase in expected risk occurs because
the actual allocation to riskier alternative
investments varies over time, due to the
constrained ability to rebalance. The actual alternatives’ weight is greater than
28%, compared with the target of 20%,
in 5% of the periods. This considerable
difference is driven in large part by the
huge swings in private equity allocation;
whereas the target allocation is 5%, the
actual weight exceeds 14% of the portfolio in 5% of the simulation periods.”
They conclude that an investor must
have a sufficiently high tolerance for risk
to accept the “periodically elevated risk
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A. Example of a long-horizon effect
Horizon
One year
Two years
Three years
Five years

b
–1.04
–2.04
–2.84
–6.22

Sigma (b)
(0.33)
(0.66)
(0.88)
(1.24)

R-squared
0.17
0.26
0.38
0.59

Note: ordinary least-squares regressions of excess returns
(value-weighted New York Stock Exchange – Treasury Bill rate) on
value-weighted price-dividend ratio over different time horizons.
b is the coefficient on the price-dividend ratio, and standard
errors in parentheses (sigma(b)) use generalised methods of
moments to correct for heteroscedasticity and serial correlation.
Sample 1947–1996
Source: Cochrane (1999), table 1

Contract nature

1. Policy mix for a mid-risk institutional investor
Natural
resources
2%

Hedge
funds
3%

Private
markets
5%

Real
estate
10%
Global
equity
52%
Global
bonds
28%
Source: Terhaar, Staub & Singer (2003), exhibit 8

levels”. That investor must also have a
long enough time horizon to ensure they
are able to benefit from the expected
higher returns of the illiquid investments.

Rebalancing
That an investor lacks rebalancing flexibility when owning illiquid investments can
also be thought of in option terms. A holder of illiquid investments is short put options, while a holder of liquid assets is long
put options. Presumably, a holder of liquid
assets would be successful in implementing a dynamic stop-loss policy. This policy
can be modelled as a put option, according to Scholes (2000): “A put option provides the equivalent of a dynamic liquidity
cushion. A put-protected position self-liquidates as money is lost and markets become more illiquid. The cost of this
protection is the value of liquidity.”
One can think of certain hedge fund
strategies as earning their returns for taking on liquidity risk. For example, one
could argue that a relative-value bond fund
earns its returns by taking on the illiquid
assets that international banks want to lay
S14

off when they need to reduce risk. The fund
hedges this risk by shorting liquid assets.
A relative-value bond fund thereby provides a reinsurance function for financial
institutions, but it also exposes the fund to
liquidity crises. As a result, an examination
of empirical data shows that relative-value
bond funds have short-option-like returns.
An investor in such funds assumes the risk
of systemic financial distress and provides
other investors with the flexibility of being
able to readily liquidate their investments.
These funds, in essence, provide real options to other investors.
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Another source of illiquidity in hedge
fund investments arises from the nature
of the contract that investors enter into
with hedge fund managers. Krishnan &
Nelken (2003) note that: “If a hedge fund
has a one-year lockup, funds can typically
only be taken out at the end of a calendar year following the year of investment.
Thus, an investor who allocates money in
January 2002 can only take the money out
in December of 2003, and the effective
lock-up period is two years.”
During the lock-up period, the hedge
fund manager may alter the hedge fund’s
leverage level according to the manager’s
interests, which may not coincide with
what is optimal for the investor. Krishnan
& Nelken note that, anecdotally, a manager will alter their leverage policy according to how the hedge fund is
performing with respect to its previous
high watermark. Typically, a hedge fund
needs to outperform a previous high watermark before receiving an incentive fee.
The manager’s leverage policy (or behaviour) can have a meaningful impact
on an investment’s performance. Say an
investor believed in the underlying investment process that a hedge fund is pursuing. Say those returns have a certain
mean return and standard deviation. The
returns the investor receives will be very
path-dependent, since the hedge fund
manager is likely to alter their leverage
level according to how performance compares with the previous equity high.
Krishnan & Nelken note that if a
hedge fund reaches a certain loss threshold, the manager may substantially decrease leverage to prevent redemptions
and therefore lose an ongoing management fee stream. They note that once redemptions occur, there may be a further
sharp decline in the value of the hedge
fund’s investments due to concentrated
liquidation pressure. On the other end
of the performance spectrum, once a
hedge fund earns a certain amount in a
year, the hedge fund manager may also

decrease leverage in order to ‘coast’. Perhaps earning greater than expected returns would alarm clients about the risks
being taken so that there would be limited benefit in posting extraordinary returns. Finally, if a hedge fund’s returns
are around the previous high watermark, then the manager may use maximum leverage to increase their future
expected incentive compensation. Figure 2 illustrates the manager’s leverage
level as a function of the hedge fund’s
profitability.
An interesting consequence of the pathdependent nature of hedge fund returns,
under this model of hedge fund manager
behaviour, is that if one had another investment with the same underlying return
process but did not have lockups (and incentive fees), one would expect a different return stream to accrue to the end
investor. This is because the dynamic leverage scheme outlined in the previous paragraph would probably not occur.
Based on Krishnan & Nelken’s framework, one can figure out the cost of the
illiquid nature of hedge fund contracts as
follows. Create a well-specified underlying return-generating process; come up
with a model of a hedge fund manager’s
leverage policy; and figure out the threshold level of losses at which investors will
attempt en masse to liquidate their investments. Calculate the risk-adjusted returns of the underlying return-generating
process without dynamic leverage and
forced liquidation pressure. Next, calculate the risk-adjusted returns of the hedge
fund investment, complete with the manager’s and investors’ behaviour factored
in. The difference in these two risk-adjusted returns provides one with a measure of the cost of this form of illiquidity.

Stale prices
Another aspect of investing in illiquid investments is that they may be marked
based on old (or ‘stale’) prices. Using unadjusted historical data to compare liquid
and illiquid investments might not give a
true picture of the underlying economic
relationship between these investments.
Asness, Liew & Krail (2001) built a convincing argument that the lack of a relationship between hedge fund indexes and
the S&P 500 is largely due to the reporting of stale prices for hedge fund positions. They use the CSFB/Tremont hedge
fund indexes in their research.
When Asness, Liew & Krail regress the
CSFB/Tremont Aggregate Hedge Fund
Index’s returns against lagged returns of the
equity market, they find a strong relationship between the hedge fund index and
the S&P, using data from January 1994 to
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The joy of making money is not equivalent
to the larger degree of pain one feels in
losing money
recalculate the Sharpe ratio of a number
of hedge fund styles if one hedged out
their true equity market exposure taking
into consideration the stale-pricing effect.
Table B shows Asness, Liew & Krail’s
results. ‘Monthly unhedged Sharpe ratio’
is the unadjusted Sharpe ratio of the hedge
fund style. ‘Monthly beta hedged Sharpe
ratio’ is the Sharpe ratio of the hedge fund
style if it were hedged according to its relationship with the stock market based on
regressing contemporaneous returns.
‘Summed beta hedged Sharpe ratio’ is the
Sharpe ratio of the hedge fund style if it
were hedged according to its relationship
with the stock market, which includes the
stale-pricing effect.
With several noteworthy exceptions,
table B illustrates that once market exposure is taken into consideration, the attractiveness of a number of hedge fund
strategies declines fairly dramatically.
Also, the adjusted Sharpe ratios shown in
the last column are mostly negative, indicating that at least from January 1994 to
September 2000 there is no evidence that
most categories of hedge funds were able
to add value after taking into consideration their actual equity market exposure.
There have been two suggested approaches for adjusting stale pricing so that
one can compare illiquid investments with
liquid investments. One is to infer the underlying economic returns of an investment from the original price series. The
other is to alter one’s performance evaluation metric so it accurately reflects the statistical properties of the illiquid investment.
Brooks & Kat (2002) report that the
monthly returns of hedge fund indexes
show significant serial correlation. They
examine hedge fund index data from January 1995 to April 2001. Specifically, they
find that: “All of the convertible arbitrage
[hedge fund] indexes have a first-order se-

strategies leads their returns to be inherently related to those of preceding months.
As this implies lags in the major systematic risk factors, however, this is not the most
plausible explanation. An alternative explanation lies in the difficulty for hedge
fund managers of obtaining up-to-date valuations of their positions in illiquid and
complex over-the-counter securities. When
confronted with this problem, hedge funds
either use the last reported transaction price
or an estimate of the current market price,
which may easily create lags in the evolution of their net asset value. This would explain why the convertible arbitrage and
distressed securities indexes exhibit the
most significant autocorrelation.”

De-lagging
If we assume that the autocorrelation in
prices of an investment is an artefact of
lagged pricing, then one may attempt to
infer the underlying economic process by
‘de-lagging’ the observed series. This approach has been advocated by at least
three different groups of researchers:
Brooks & Kat (2002), Conner & the SEI Investment team (2003) and Okunev &
White (2003). This methodology was originally created for adjusting real estate data.
Conner & the SEI Investment team find
that when they apply this approach to private equity and hedge fund data, the diversification benefit of allocating to
alternative assets is reduced by a half. But
the optimal portfolios “do not have a lower
allocation to alternative assets”. One additional change is that “the composition
of the traditional and alternative portfolios
is adjusted to better manage risk”.
Okunev & White (2003) find that the primary effect of ‘unsmoothing’ returns of
fixed-income hedge funds is obtaining a
better indication of underlying risk: “The
true risk for many fixed-income hedge fund

strategies is at least 60% to 100% greater than
that observed through reported returns.”
Lo (2002) proposes directly taking into
consideration the serial correlation of
hedge fund return data in coming up with
a “robust Sharpe ratio”. In the presence of
positive serial correlation, it is not appropriate to take a monthly Sharpe ratio and
multiply it by square root of 12 to annualise this statistic. This annualisation technique is only appropriate for monthly
returns that are independent of each other.
When Lo examined 12 hedge funds of
varying styles, he found that most of the
funds exhibited meaningful serial correlation. The importance of this finding is
that: “The annual Sharpe ratio [was]...
overstated by as much as 65% due to the
presence of serial correlation in monthly
returns, and once this serial correlation...
[was] properly taken into account, the
rankings of hedge funds based on Sharpe
ratios change[d] dramatically.”

2. Manager P&L profile
6
Payout to manager ($ million)

rial correlation of at least 0.4, which are
also statistically significant at the 1% level.
A similar feature is observed for distressed
securities and some of the risk arbitrage,
emerging markets and equity market neutral [hedge fund] series. It is also reflected in the fund of funds results.”
Brooks & Kat note that this level of
autocorrelation is not consistent with the
idea of efficient markets: “One possible explanation is that the nature of hedge funds’
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September 2000. As there is such a strong
relationship once they compare the hedge
fund index’s returns with dated returns in
the stock market, they infer that the hedge
funds in the index may have been using
stale pricing in evaluating their holdings.
Investors might consider hedge funds
for their portfolios because they would
like to diversify away some of their equity market exposure. Given that investment rationale, Asness, Liew & Krail

Asset value ($ million)
Source: Krishnan & Nelken (2003), figure 1

B. Annual Sharpe ratios of unhedged and hedged
hedge funds returns: Jan 1984–Sep 2000
Portfolio

Aggregate hedge fund index
Convertible arbitrage
Event-driven
Equity market neutral
Fixed-income arbitrage
Long/short equity
Emerging markets
Global macro
Managed futures
Dedicated short bias

Monthly
unhedged
Sharpe
ratio
0.80
1.07
1.05
1.85
0.35
0.94
0.11
0.54
–0.10
–0.38

Monthly
beta
hedged
Sharpe
ratio
0.31
0.95
0.55
1.55
0.28
0.39
–0.47
0.18
–0.12
0.61

Summed
beta
hedged
Sharpe
ratio
–0.40
–0.11
–0.27
1.06
–0.56
–0.23
–0.82
–0.40
0.14
0.89

Source: Asness, Liew & Krail (2001), table 6
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Simulations
Another proposed quantitative adjustment
for handling illiquid investments is to rely
on simulations, not optimisations. Terhaar,
Staub & Singer (2003) point out that in
coming up with recommended policy
mixes, it is not appropriate to use multiperiod optimisation techniques. This is because an implicit assumption with such
techniques is that one can rebalance the
portfolio during each period. And, as
noted before, a distinguishing feature of
alternative investments is their lock-up periods and illiquidity. Therefore, Terhaar,
Staub & Singer use simulations to take into
consideration the lack of rebalancing opportunities that occur when using alternative investments: “Simulations permit
the inclusion of both the cost of illiquidity (allowing rebalancing only to the extent possible in practice) and the benefit
of illiquidity (the liquidity premium).”
Abdulali, Rahl & Weinstein (2002) note
that there are types of investments in
which there may be an absence of consensus pricing. They refer to these investments as “translucent” as opposed to ones
that can be “transparently” priced or
whose pricing is “opaque”. Transparently
priced investments include large capitalisation stocks and on-the-run US Treasuries. Opaque investments include real
estate and fine art. Translucent invest-
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ments, which in the valuation-risk spectrum lie between transparent and opaque
investments, can include high-yield
bonds, convertible bonds and mortgagebacked securities (MBS). One would regard these investments as illiquid.
Abdulali, Rahl & Weinstein provide an
example of a mortgage-backed security
derivative in which broker-dealers provided markedly divergent indicative valuations. This is an example of a
translucent investment. The absence of
consensus pricing should be regarded as
a source of risk for which the investor
should be compensated.
Abdulali, Rahl & Weinstein also note
that, strictly speaking, it is inappropriate
to value an entire investment with one
price; one would expect that pricing
should depend on the volumes that need
to be bought or sold. One would also expect that the time frame over which buying and selling activity needs to occur
should affect price. Therefore, Abdulali,
Rahl & Weinstein advocate “replacing
point asset values with parameterised
ones”. They note, though, that “even for
constant size and volume, translucent assets have a range of prices”, as the MBS
derivative example showed.
For a translucent investment, one
would only have real data on its pricing if
the investor chose to liquidate the position. But even in this scenario, the situation is surprisingly ambiguous. In Abdulali,
Rahl & Weinstein’s example, if an investor
were given a range of indicative quotes,
one of which was particularly low, a riskaverse investor may decide to liquidate the
position, whereas a more risk-welcoming
investor would not be induced to sell.
Therefore, the liquidation value of a position may depend on an investor’s risk preferences. For our purposes, this means an
additional parameter in valuing a position
is the investor’s risk tolerance.

“Phantom prices”
Abdulali, Rahl & Weinstein propose coming up with “phantom prices” for translucent assets by choosing a probability
distribution from which the sample of indicative prices is generated, and creating
a function to represent how risk-averse the
investor is. They use this information to
solve for: “The lowest single definite price
[that the investor] would accept for... [the]
asset in exchange for the ambiguous situation of the multiple indicative prices if...
[the investor’s] intention were to immediately liquidate the security.”
This “lowest single definite price” is
Abdulali, Rahl & Weinstein’s “phantom
price”. Using their framework, one could
theoretically infer what the hedge fund

manager’s risk tolerance was in pricing
their portfolio. One could also create a
series of phantom prices with an appropriate level of risk tolerance and compare
this series with the manager’s marks. The
goal would be to recalculate the portfolio’s risk-adjusted return measures with
the phantom prices. This framework was
originally developed in the June 2002 Risk
article, Hedge fund transparency: quantifying valuation bias for illiquid assets,
by Eric Weinstein and Adil Abdulali.
Abdulali, Rahl & Weinstein provide an
example of a manager who claimed a
Sharpe ratio of 2.34. When they use a
phantom-price evaluation framework
with a constant level of risk aversion that
matches up with the manager’s inferred
average level, the recalculated Sharpe
ratio changes to 0.45. They conclude that
the manager is engaging in “volatility
smoothing”.
In summary, Abdulali, Rahl & Weinstein advocate replacing point-estimate
valuations of illiquid investments with a
probabilistic approach to pricing. Based
on an investor’s risk tolerance, one
would map the probabilistic range of
prices into a ‘phantom price’. One would
then recalculate risk-adjusted return
measures with the phantom prices and
compare this new measure with what the
manager reports. This would provide an
insight into the amount of managed pricing the manager may be engaging in.
As investors consider larger allocations
to alternative investments, researchers are
attempting to come up with proper ways
of comparing their performance characteristics with traditional, deeply liquid investments. This article summarises the
current literature on evaluating the costs
and benefits resulting from the illiquid nature of most alternative investments.
There may be behavioural benefits to
enforcing a long-term investment horizon
on investors in illiquid investments. But
assuming that an investor already has a
long-term investment focus, that investor
must decide whether the return premium
one receives from holding illiquid investments is sufficient compensation for the
added default, liquidation and valuation
risks one assumes. 
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